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Supplementary Fig. 5.8 | Disease—disease matrices underlying the disease association network. Disease—disease
relationships were evaluated by comparing cell type-specific dysregulation coefficients across shared cell types. a, Shared cell
type coverage. Heatmap showing the log-transformed number of cell types shared between each pair of disease contexts. White
entries indicate disease pairs with no shared cell types or insufficient shared cell type coverage for downstream comparison. b,
Correlation of dysregulation coefficients. Pearson correlations of dysregulation coefficients between disease pairs, calculated
across shared cell types for disease pairs with at least two shared cell types. This correlation matrix was used to define edges in
the disease association network. ¢, Dysregulation coefficient RMSE. Root mean square error (RMSE) between dysregulation
coefficient vectors for each disease pair across shared cell types, providing a complementary measure of absolute differences
in dysregulation magnitude.
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Supplementary Fig. 5.9 | Cell type annotation coherence and refinement candidates in the normal-context MILK
hierarchy. Normal-context cells were extracted from the 1 million-cell Geneformer-based MILK hierarchy to evaluate the
coherence of cell type annotations in the absence of disease-context perturbation. a, Cell type purity in MILK clades. Schematic
of clade-level cell type purity, defined as the number of cells carrying a given cell type label divided by the total number of cells
in the clade. Higher purity indicates stronger localization of a cell type label within restricted regions of the MILK hierarchy,
whereas lower purity indicates broader dispersion across the tree. b, Cell type purity across clade sizes. Purity scores were
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calculated for each cell type across MILK clades and summarized as an area-under-the-curve score across log-transformed
clade sizes. Cell types with low purity AUC values show dispersed localization, whereas cell types with high purity AUC values
show concentrated localization. The bottom- and top-ranked cell types are highlighted with purity curves across binned clade
sizes. ¢, Pairwise co-localized purity of cell type labels. Schematic of joint purity between pairs of cell type labels. For each clade,
joint purity was calculated as the product of the two cell type-specific purity values. High joint purity indicates that two cell type
labels repeatedly co-localize within the same MILK clades, whereas low joint purity indicates stronger separation across the
hierarchy. d, Cell type co-localization matrix. Weighted average joint purity scores were calculated across all clades for all pairs
of cell type labels, using clade size as the weight. The resulting matrix summarizes pairwise co-localization of cell type
annotations in the normal-context MILK hierarchy. e, Co-localizing cell type modules. HDBSCAN clustering was applied to the
cell type co-localization matrix to identify modules of cell type labels with shared localization patterns. The heatmap shows
pairwise co-localization scores, side colors denote HDBSCAN module assignments, and the top track shows HDBSCAN cluster
stability for each cell type. f, Representative co-localization modules. Cell type labels contained in four representative HDBSCAN
modules are shown. These modules may reflect biologically continuous cell states, closely related transcriptional programs, or
annotation groups that could benefit from future refinement.
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Supplementary Fig. 5.10 | Disease-context localization distinctness relative to normal cellular states. a, Disease-context
distinctness metric. To assess whether disease-associated cellular perturbations occupy regions of the MILK hierarchy distinct
from normal-context cellular states, each cell type—disease group was compared with the pooled population of all normal-context
cells. For each MILK clade, distinctness was calculated as the difference between the purity of the cell type—disease group and
the purity of all normal-context cells. Positive values indicate preferential localization of the cell type—disease group in clades not
broadly occupied by normal-context cells, whereas negative values indicate localization within regions represented by normal-
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context cell states. b, Distribution of disease-context distinctness scores. Clade-level purity differences were summarized for
each cell type—disease group as a clade size-weighted average distinctness score. Among 2,129 cell type—disease groups, 155
groups (7%) showed positive distinctness scores, indicating disease-context localization outside the pooled normal-context cell-
state space. ¢, Cell types with disease-distinct localization. Cell types with positive distinctness scores in at least one disease
context were summarized by the number of disease contexts in which distinct localization was observed and by the fraction of
represented disease contexts showing distinct localization. d, Disease-level distinctness distributions. Distributions of
distinctness scores across cell type—disease groups are shown for each disease context. Boxplots summarize the extent to which
cell states associated with each disease localize outside or within the pooled normal-context cellular landscape.
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Supplementary Fig. 6.1 | Cell type and species composition of the cross-species scRNA-seq atlas. Overview of coarse
cell type representation across the cross-species atlas used for MILK analysis. A representative subset of the Integrated Mega-
scale Atlas was obtained, comprising 2,969,114 single-cell UCE embeddings across eight species: frog, human, crab-eating
macaque (Macaca fascicularis), rhesus macaque (Macaca mulatta), mouse, mouse lemur, pig and zebrafish. Coarse cell type
labels provided by the original study were used because they enabled comparison of broadly shared cellular identities across
species. Dot size denotes the number of cells for each cell type—species pair. Black dots indicate cell types represented in at
least three species, whereas red dots indicate cell types represented in fewer than three species.
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Supplementary Fig. 6.2 | Cell type—species capture scale across the cross-species MILK hierarchy. a, Cell type—species
label capture curves. For each cell type—species label, the characteristic clade size required to capture the label was calculated
across label-capture thresholds. At each threshold, clades capturing at least the specified relative proportion of the target cell
type—species population were identified, and the weighted average clade size was calculated using the purity of the target label
within each clade as the weight. Clade sizes were normalized by the total number of cells in the MILK tree and plotted as a
function of the label-capture threshold. Each panel shows one coarse cell type, with curves corresponding to species in which
that cell type was represented. b, Cell type-specific capture-scale AUC. Area under the curve (AUC) values were calculated from
the label-capture curves in a for each cell type—species label. Cell types were ranked by the median AUC across species. Higher
AUC values indicate that larger clades are required to capture the corresponding cell type—species populations, reflecting broader
dispersion across the MILK hierarchy, whereas lower AUC values indicate more localized organization.
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Supplementary Fig. 6.3 | Cell type-specific species association matrices derived from the cross-species MILK hierarchy.
An all-by-all pairwise association matrix was calculated for cell type—species labels based on their co-localization within the cross-
species MILK tree. For each pair of cell type—species labels, association was quantified as the weighted average normalized
clade size required to jointly capture both groups, using the product of their clade-level relative proportions and label purities as
weights. Smaller normalized clade sizes indicate stronger co-localization within the MILK hierarchy. From the complete cell type—
species association matrix, cell type-specific submatrices were extracted to evaluate species relationships within each cell type.

Cell type-specific matrices containing at least three species were retained for downstream reconstruction of species trees and
comparison with the reference species phylogeny.
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METHODS

Methods 1: MILK algorithm

MILK is a scalable algorithm implemented in Julia that obtains a tree representation over a population of
interest by recursively grouping (representative) objects according to a data-driven similarity threshold.

Methods 1.1: Percentile-defined local grouping and representative assignment. The core process
of MILK uses a distance-based method to cluster the population of input objects into groups of similar
members according to a similarity threshold. This threshold is defined by a fixed percentile (user-
specified) from the distribution of pairwise object distances. Given this threshold, the algorithm performs
a single pass through the population. The first candidate object automatically forms a new group and
serves as its representative. Each subsequent candidate is then compared to all existing group
representatives based on pairwise distance. If the distance between the candidate and any existing
groups is less than or equal to the threshold, it is considered “redundant”, in which case it is assigned to
the group it is most similar to. Conversely, if the distance between the candidate and all existing groups
exceeds the threshold, it is considered “distinct”, which results in the formation of a new group, where
that candidate is designated as the group representative. The ability to use any pairwise comparison
metric, coupled with a data-driven similarity threshold, allows MILK to generalize to any high-dimensional
dataset with minimal parameterization.

Methods 1.2: Recursive representative aggregation, caching, and distributed execution. Using a
data-driven threshold on the lower-extreme percentile quickly becomes computationally intractable
because the number of comparisons grows quadratically with the number of sequences. To apply MILK
to datasets comprising millions of high-dimensional objects, we devised a recursive framework that
addresses two major obstacles.

The first modification partitions the input population, constraining the local grouping process (Methods
1.1) to computationally tractable subsets. Following data partitioning, a global similarity threshold is
determined by independently computing fixed percentile values across many partitions and taking the
minimum value observed. The grouping process can then be executed independently and in parallel
according to the shared similarity threshold. The resulting groupings identified in each partition are then
aggregated to form a global list of groups. If the total number of groups is tractable according to a user-
specified cutoff, an additional grouping process is performed only on the group representatives. This
additional aggregation step mitigates overlapping groups that were not merged because of the heuristic
data partitioning step.

The second modification involves recursively applying this process with a similarity threshold based on
the lower-extreme percentile of pairwise distances (e.g., the 0.01 percentile of observed pairwise
distances). This aims to eliminate the arbitrary choice of an appropriate similarity threshold and instead
emphasizes obtaining high-resolution pairwise relationships between objects in the population. In the
grouping process, this results in most objects forming distinct groups, whereas only those exhibiting
extremely high similarity will be clustered. Applying this method recursively to cluster similar objects
results in a progressive merging of groups until a single group remains. This is also reflected in the
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recursive application of a fixed percentile, which is dynamically but monotonically updated at each
iteration (from local to global).

To ensure that group representatives reflect the distribution of objects from previous iterations,
representatives identified in each iteration are optimized to be the medoid, or the object closest to the
centroid. Because the MILK process has access only to information for the input objects present at the
current iteration, we further introduced a cache to provide additional resolution to the medoid optimization
procedure. Once the number of representatives falls below a user-specified upper limit for the cache size,
the information for those representatives is cached and included in all subsequent medoid optimization
processes for their associated groups. Specifically, the cache information is included in the centroid
calculation used to identify the medoid, which is particularly relevant when the group size is 2 objects,
where selecting a medoid would otherwise be arbitrary without the additional cached information.

Notably, the MILK algorithm maintains the order of input data throughout. At scale, the partitioning step
dictates the potential groups that can be formed. This behavior can be leveraged to encode prior
knowledge by ordering cells based on metadata information, if desired. In this study, cells were ordered
by dataset, reasoning that the likelihood of finding more similar cells is higher intra-dataset than inter-
dataset or in a shuffled ordering, particularly as the diversity of compiled transcriptomic datasets grows.
Alternatively, users can shuffle the order of cells prior to running MILK.

The independent processing of data partitions is conducive to out-of-core computing, bypassing the need
to load the complete dataset into memory during task execution. This becomes increasingly necessary
as dataset sizes continue to grow, and it also presents an opportunity to leverage both distributed
computing processes and cluster computing nodes in high-performance computing environments. As a
result, the MILK implementation is designed to handle the growing scales of high-dimensional information.

Altogether, MILK can capture high-resolution hierarchical relationships in a data-driven manner, from the
bottom (individual objects) to the top (root of the tree). Despite similarities in the hierarchical tree output,
conventional agglomerative (hierarchical) clustering algorithms require explicit computation of an all-all
distance matrix, from which clusters are iteratively merged according to a linkage criterion. Not only are
these conventional approaches unable to scale to millions of cells, but they can also be highly sensitive
to linkage criterion, variable density of objects, and the precise contextualization of rare subpopulations.

The strategy of circumventing exhaustive pairwise comparisons by restricting object comparisons to
group representatives is conceptually related to scalable sequence clustering approaches®"". However,
the clustering outcomes with these methods were found to be highly sensitive to user-defined similarity
parameters, leading to variability in performance across datasets and analysis tasks (data not shown). In
contrast, MILK eliminates this parameter dependency during execution by maximizing resolution in each
iteration and applying the process recursively, enabling post-hoc, data-driven selection of similarity
relationships embedded in the resulting hierarchical levels of the tree structure.

Methods 1.3: MILK demonstration on handwritten digit embeddings. The Modified National Institute
of Standards and Technology (MNIST) dataset comprises pixelated handwritten digits (0 to 9) and is
widely used as a benchmark to evaluate the classification accuracy of machine learning models*®. We
downloaded a reduced version of this dataset containing 1,797 observations from the scikit-learn library’?
using the sklearn.datasets.load digits call, where each image was represented as an 8x8 grid
of pixels (i.e., 64 dimensions).
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We applied MILK to the MNIST dataset using cosine distance and a percentile threshold of 0.0, which
corresponds to the minimum observed pairwise distance at each iteration. Representatives were depicted
within the UMAP embeddings of the complete dataset across iterations of the MILK procedure. The overall
MILK tree was visualized using the “dendrogram” layout provided by the ggraph package’ in R.

Methods 1.4: MILK subsampling of simulated phylogenetic nucleotide sequences. To evaluate
whether MILK can generate representative subsamples from nucleotide sequences, we applied it to
simulated phylogenetic datasets generated using the PRESUME software
(https://github.com/yachielab/PRESUME). PRESUME first simulates a rooted tree topology under
specified phylogenetic parameters. Next, given a randomly generated root sequence, mutations were
introduced and propagated along the tree branches according to a General Time Reversible nucleotide
substitution model with rate heterogeneity modeled according to the Gamma probability distribution (GTR-
GAMMA). This process yields mutated nucleotide sequences at the leaves of the tree along with the
corresponding ground truth tree structure.

Phylogenetic datasets were simulated with a target size of 100,000 sequences, each 1,000 base pairs in
length. Neither insertions nor deletions were included in the simulation of sequence evolution. To generate
phylogenies exhibiting varying degrees of topological imbalance, we varied the s parameter (standard
deviation of generation time between sister branches) from 0 (fully balanced trees) to 1.4 (highly
imbalanced trees) in increments of 0.2 (n = 3 simulation replicates). The final number of sequences per
dataset varied from the target, particularly at higher values of s where increased topological bias strongly
influenced the simulated branching dynamics. Default values were used for the remaining parameters.
The Colless index, which sums the absolute difference in the number of descendant leaves between child
subclades across internal nodes, was used to confirm that phylogenies with varying degrees of topological
imbalance were generated.

MILK was applied with no recursion and a sequence similarity threshold set to the 5™ percentile of pairwise
Hamming distances. This resulted in approximately 100 groups, from which stratified sampling generated
subsamples (n = 10). These subsamples were then evaluated for their ability to capture diversity across
the complete datasets. Random subsamples from the complete dataset (sample size = 100; n = 100)
were included as a baseline.

The first analysis utilized the ground truth tree topology. In particular, the ground truth subtree
corresponding to MILK and random subsamples were extracted, and branch lengths were optimized with
RAXML-NG'™ software according to the GTR-GAMMA model. The total summation of branch lengths was
then used as a measure of subsample representativeness, with the rationale that higher values
correspond to greater diversity of subpopulation structure captured.

The second analysis involved computation of the complete pairwise Hamming distance matrix across all
100,000 sequences. Agglomerative clustering (Scanpy implementation) was then applied to the distance
matrix with the number of clusters set to be equal to the subsample size. Subsample quality could then
be assessed based on the number of distinct clusters the MILK and random subsamples captured.
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Methods 2: Human fetal atlas subsampling and metacell benchmarking

Methods 2.1: Human fetal organ atlas data acquisition. The raw gene expression read count matrices
of 15 fetal organs (adrenal, cerebellum, cerebrum, eye, heart, intestine, kidney, liver, lung, muscle,
pancreas, placenta, spleen, stomach, and thymus) were downloaded from the Descartes platform
provided by the Brotman Baty Institute (https://descartes.brotmanbaty.org/bbi/human-gene-expression-
during-development/).

Methods 2.2: Human fetal organ atlas preprocessing. Each organ dataset was processed
independently using a standard single-cell analysis pipeline implemented in Scanpy’®. As in the original
publication®®, datasets were initially filtered to include only “protein_coding”, “lincRNA”, and
“pseudogenes” for each cell. Cells with fewer than 100 expressed genes and genes detected in fewer
than 10 cells were excluded. Putative doublets were then identified and removed using Scrublet”® with
the following parameters (default if unspecified): batch key = “Fetus_ID”, sim doublet ratio =2,
expected doublet rate=0.06,and n neighbors = 10. Read counts for each cell were library-size
normalized using scanpy.pp.normalize total with default parameters, such that each cell had the
same total count after normalization, and were subsequently log-transformed using scanpy.pp.loglp.
Highly variable genes (HVGs) were identified per cell type group using default parameters, with the batch
key specified as “Assay” (referring to cell versus nuclei transcriptomic profiling). Lastly, only cells that
were annotated with a cell type in the original publication were considered, as these were used to define
biologically relevant groups in downstream analyses.

Each organ dataset was then subjected to principal components analysis (PCA) with 100 principal
components, from which the k-nearest neighbors (KNN) graph was computed using the cosine distance
metric and 50 nearest neighbors to preserve global structure. The two-dimensional UMAP embeddings
were determined with amin dist =1 and spread = 3.0.

Methods 2.3: Organ-specific MILK tree construction. MILK was applied on the PCA embeddings of
each single-cell organ dataset using cosine distance as the pairwise comparison metric and a threshold
fixed to the 0.1 percentile. Cosine distance was utilized for consistency with the analyses in the original
publication. The partition size and upper limit cache size were set to 10,000 cells. A merging threshold for
aggregation across partitions through an additional stratification process was set to 50,000 cells.

Methods 2.4: Organ-specific MILK tree visualization and summary metrics. Initially, the recursive
MILK procedure was qualitatively assessed across the 15 organ datasets in terms of the distribution of
representatives in the context of the UMAP embeddings from the complete dataset. The complete MILK
tree hierarchies were further visualized per organ dataset using the dendrogram layout in the ggraph
package in R or the network sfdp layout provided in the graph_tool”” Python library, with nodes
colored by cell type and edges tracing the grouping events across recursive iterations. Additionally, the
cell type compositions among group representatives were visualized with an alluvial plot across recursive
iterations.
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We next quantified the number of groups and distribution of group sizes across recursive iterations, and
further compared group members to their representative in terms of cell type agreement, approximate
cosine distance, and normalized specificity. Briefly, cell type agreement was calculated per group as the
proportion of group members with the same cell type as their respective representative. The approximate
distances were defined as the average cosine distance across group members (leaves of the tree) to their
respective representatives (internal nodes), pooled across all groups. Lastly, specificity was computed as
the number of groups a cell could have mapped to according to the similarity threshold (cosine distance
to other group representatives less than or equal to the global threshold), normalized by the total number
of groups at that iteration. Overall, these analyses provided general insights into the distance-based
process across diverse organ contexts.

Methods 2.5: Representative subsampling from fetal organ MILK trees. A primary use case of MILK
trees is the generation of representative subsamples from large-scale single-cell datasets. Representative
subsampling can be defined as the process of identifying a subset of cells that effectively captures the
transcriptomic variation observed in the overall population. In the context of MILK, this can be formulated
as identifying a certain number of non-overlapping clades according to a specified target sample size
such that coverage over the leaves of the tree is maximized. For this study, we also aimed to address
class imbalance with this process by generating subsamples with roughly equal representation from each
group (cell type annotation or data-driven MILK tree cluster), as such biases have been shown to influence
downstream analyses towards dominant subpopulations. In the current study, we investigated two
strategies to extract representative subsamples from the reconstructed MILK tree, which we refer to as
label-free and label-balanced.

Methods 2.5.1: Topology-quided label-free subsampling. Label-free subsampling extracts representative
subsets based solely on the structural topology of the MILK tree. In particular, according to a minimum
clade size cutoff parameter (starting at an upper bound of 25), a list of all viable clades in the MILK tree
was obtained and ordered by recursive MILK iterations, from early-to-late (leaves-to-root), as this
corresponds to the resolution of similarity at which group formation occurs. The subsample was then
constructed by sequentially sampling non-overlapping clades from this list until the target sample size is
reached.

If the non-overlapping constraint prevents the target size from being reached, the minimum clade size
cutoff parameter is iteratively decremented (to a lower bound of 10), and the selection procedure is
repeated. If the subsample size remains lower than the target sample size after this stage, a clade
expansion phase occurs, whereby subsampled clades corresponding to the earliest iterations are
progressively replaced with their child clades.

This approach capitalizes on the observation that rare subpopulations tend to cluster early in the MILK
hierarchy due to their strong, intra-group transcriptomic similarity and/or relatively larger inter-group
distances to other subpopulations. As such, prioritizing representation from these robust subpopulations
was found to be an effective approach to capture the overall structure of the population and balance cell
abundance per group.

Methods 2.5.2: Cell type-balanced topology-constrained subsampling. Label-balanced subsampling
leverages metadata labels to guide the subsampling process from the MILK tree, which can be useful

when prior group markers exist. Cell type annotations were used in this analysis. This approach starts by
determining a cutoff number of cells to sample per cell type by dividing the target sample size by the
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number of unique cell types. If the number of cells for a given cell type is below this cutoff, all cells
belonging to that group will be trivially included in the subsample.

Next, a list is initialized for each cell type composed of all constituent individual cells at the leaves of the
MILK tree. At each level in the MILK tree, the algorithm examines each cell type list, looking to merge
sets of cells if they directly correspond to a branching event in the MILK hierarchy. This merging can only
occur if all cells involved in the clade grouping match the cell type of interest (i.e., no cell type label mixing)
and results in the replacement of the corresponding cells by their higher-level representative, thereby
reducing the size of the cell type list. If at any level in the traversal the number of (representative) cells in
the cell type list falls below the cutoff, then all clades in the list are included in the subsample and that cell
type subsample is set. Conversely, if the complete hierarchy is traversed without reducing the cell type
list below the target size, the remaining clades are ordered by group size (large-to-small), and the target
number of representatives is selected.

This approach leverages the pre-existing metadata information that may be biologically meaningful
without forcing groupings that are unsupported in the MILK tree. The requirement of cell type groups
exhibiting agreement with the MILK tree topology acts as an additional filter that selects for coverage
within subgroup topologies. Based on this approach, the information coverage over the complete dataset
will increase as the concordance between the MILK tree and cell type groups increases, whereas it will
appear equal to random subsampling per cell type if there is no concordance between the MILK tree and
metadata labels.

Methods 2.5.3: Fetal organ subsampling design and random baselines. MILK-derived subsamples were
generated according to label-free and label-balanced strategies for each organ dataset at varying target

sample sizes (100, 300, 1000, 3000, 10000, and 30000 cells). Organ-specific subsamples were compared
to random baselines (n = 10), which were also derived for both strategies by sampling without replacement
across the complete dataset or within cell type groups, respectively. Notably, the label-free and label-
balanced MILK tree subsampling approaches utilized in this study were deterministic, so only a single
replicate was generated per target sample size.

Random subsampling using label information represents a practical approach to downsampling large-
scale data, where subsample quality is contingent on the precursor work of identifying robust groups (e.g.,
cell types). However, effective annotation at scale remains a non-trivial task. One of the main
disadvantages of random downsampling of large-scale datasets is the loss of information that is incurred,
as the vast majority of cells must be discarded to achieve tractable dataset sizes for downstream
analyses. This loss of information affects both rare subpopulations as well as heterogeneous dominant
subpopulations. In contrast, MILK trees provide a framework for representative subsampling where the
preserved links of sampled cells to downstream clades comprised of non-sampled cells can implicitly
retain information.

Methods 2.6: MILK-derived metacell construction by clade-level pseudobulking. For representative
subsamples derived from MILK trees (as detailed in Methods 2.5), each subsampled cell may correspond
either to a single observed cell or to an internal node, or clade, in the MILK tree hierarchy. This
representation can therefore provide a principled approach to retain information from non-subsampled
cells, as they can be structurally linked to their corresponding representative.

One potential strategy to explicitly leverage the information provided by the additional, non-subsampled
cells involves the aggregation, or pseudo-bulking, of transcriptional profiles to construct “metacells”. Such
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an aggregation of highly similar cells has been found to mitigate challenges surrounding technical dropout
and biological stochasticity, potentially leading to more robust downstream analyses®’.

In the human fetal cell atlas, metacells were generated by aggregating raw read counts for the identified
groups (i.e., clades) in the representative organ subsamples. The pseudobulked profiles were obtained
by calculating the weighted average of raw gene counts across all cells in the clade, where global weights
were determined by initially compiling the list of cosine distance values of every member to its respective
representative in PCA space, and then applying min-max scaling per group member as follows:

d; — min(d)
B max(d) — min(d)

Wi=1

In the equation above, d corresponds to the complete vector of distance values, and d; corresponds to
the distance value for a given member to its representative. Following scaling, the weights were defined
as the complement of scaled distance values, or w; for a given cell i. For each subsampled cell, the
pseudobulking step can be represented by the following formula:

Zcelleclade Weell X Xgene,cell

X =
genees Zcelleclade Weell

The raw counts for each gene in the transcriptome, gene € G, are averaged across all cells in the MILK
clade, cell € Clade. The global weights ensure that cells closer to the medoid (representative) contribute
greater influence on the resulting metacell gene expression profiles.

Methods 2.7: Cell type-specific regulon preservation after downsampling. To assess whether
subsampling can effectively retain the biological signal observed in the complete dataset, we tested the
preservation of mean and variance statistics of measured gene expression. However, given the intrinsic
noise associated with each individual gene in the transcriptomic profile, we assessed the preservation of
gene expression signal in aggregate according to sets of genes. In particular, we downloaded the
CollecTRI (Collection of Transcriptional Regulatory Interactions) meta-resource consisting of 1186
transcription factors (TFs) and over 43,175 TF-gene interactions derived from public databases, text
mining, and manual curation*®. For each TF, the set of its interacting target genes formed a regulon, which
we utilized as biologically meaningful sets of genes for evaluation.

To mitigate the effects of population bias from dominant cell type groups and constrain comparison to
biologically similar groups, measurements between the different subsamples and complete dataset were
stratified by cell type. This ensures rare cell types contribute the same amount as dominant
subpopulations, while preventing dilution effects due to contradictory gene expression signal.

Methods 2.7.1: Requlon enrichment scoring. For each organ dataset, individual cells were scored against
the list of regulons to obtain regulon enrichment profiles. The regulon enrichment score represents the
average expression of the set of regulon genes subtracted by the average expression of a randomly
sampled set of background genes, where background genes are binned in terms of expression value’®.
This enrichment score analysis was calculated using the score genes function in the Scanpy library. In
this analysis, each regulon was further separated based on the inferred upregulation and downregulation
relationship to its respective TF, as provided in the CollecTRI database. Computing these scores across
all regulon sets resulted in a regulon profile for each individual cell.
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The Spearman correlation of regulon scores per cell type was computed between the subsampled and
complete datasets to quantify the extent to which subsamples retain biological signal. Using these
correlation values, we compared MILK-derived subsamples to random subsampling baselines with
respect to both label-free and label-balanced approaches. For MILK-derived subsamples, an additional
metacell group was included. The rank-based Spearman metric was used to appropriately assess the
preservation of regulon signal despite such systematic differences in expression values between the
single-cell profiles and the aggregate metacell profiles.

Each cell type-specific correlation value was plotted as a function of the proportion downsampled from
the complete dataset, which resulted in a continuous distribution of values of pooled organ datasets.
Fitted lines were provided for each subsampling approach, which were further summarized by the area
under the curve (AUC) with respect to the log-transformed proportion that each cell type was
downsampled. Lines were fit (geom smooth function in ggplot2®® R package) according to the non-
parametric LOESS (locally estimated scatterplot smoothing) regression method. AUC was computed
using the MESS?' package in R.

Methods 2.7.2: Requlon covariance preservation using principal-component subspace angles. We next
assessed whether regulon-specific covariance was preserved following downsampling using an

eigenvector-based analysis. Following processing (see Methods 2.2), for each cell type and regulon
combination, gene expression profiles for the corresponding subset of cells and genes were subjected to
PCA with the number of components set to the minimum between the number of cells, genes, or a value
of 10 to focus on dominant principal components. Only regulons with at least 2 target genes were
considered in this analysis. Due to the large number of cells in certain groups, incremental PCA (scikit-
learn implementation) was utilized across all groups for consistency.

Preservation with respect to the directionality of dominant variation in regulon expression between
subsampled and complete datasets was calculated by initially measuring the alignment of the two
principal component subspaces using the subspace angles function in the SciPy library®? in Python.
The angle preservation could subsequently be quantified in terms of cosine similarity, and averaged
across subspace dimensionality. A cell type-specific average was obtained by aggregating the cosine
similarity values across all regulons per cell type group. Plotted as a function of the proportion that each
cell type was downsampled relative to the complete dataset, a fitted line using the LOESS metric was
provided for the various subsampling approaches, which were summarized by their AUC value.

Methods 2.8: scVI integration of representative fetal organ atlases. Representative subsamples from
each organ dataset were integrated with scVI (single-cell variational inference) to mitigate batch effects
and enable global cell comparisons. The input to the scVlI model was the raw count data of the
concatenated organ subsamples per target sample size. Prior to integration, data dimensionality was
reduced to only include the top 5000 HVGs across all concatenated organ datasets. The model was
configured with “Fetus_id” as the batch key, and training involved the following parameterization:
n latent =100, n layers =2, n hidden = 256, and max epochs = 500. These parameters were
selected due to the complexity and diversity in cell states spanning diverse organs and cell types. The
integration step provided latent embeddings (100 dimensions) for representative atlases derived from
MILK and random subsamples, both with and without the use of cell type information during subsampling.

76


https://doi.org/10.64898/2026.08.31.747971
http://creativecommons.org/licenses/by/4.0/

1824
1825
1826

1827

1828
1829
1830
1831
1832
1833
1834
1835
1836

1837
1838

1839

1840
1841
1842
1843
1844
1845
1846

1847
1848
1849
1850
1851
1852
1853
1854

1855

1856

1857

1858

1859
1860
1861
1862
1863

bioRxiv preprint doi: https://doi.org/10.64898/2026.08.31.747971; this version posted September 4, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made
available under a CC-BY 4.0 International license.

For MILK-derived subsamples, integrated atlases were also constructed from the metacells that were
derived from pseudobulking. However, this required an additional step of rounding the aggregated gene
expression values to the nearest integer due to the scVI requirement of input read counts to be integers.

Methods 2.9: Leiden clustering assessment of integrated fetal atlases. Representative atlases
derived from the downsampled organ datasets were evaluated in terms of the adjusted rand index (ARI)
of Leiden clusters and cell type labels. Clusters were determined based on the KNN graph (k = 50), and
the Leiden clustering implementation provided by Scanpy was used. ARI scores across subsampling
approaches were computed across a range of Leiden clustering resolutions (2°to 2'°, exponent steps of
1), with the resolution yielding the maximum ARI score used to compare subsampling approaches across
target sample sizes per organ (100, 300, 1000, 3000, 10000, and 30000 cells). Briefly, ARl measures the
similarity between two lists of clusters after being adjusted for chance. A score of 1 indicates exact
agreement between clusters, whereas a score of 0 denotes effectively random labeling.

Label-balanced and label-free subsampling approaches were assessed relative to random baselines. For
MILK-derived subsamples, representative atlases composed of metacells were included.

Methods 2.10: scArches query mapping to representative fetal reference atlases. To assess how
“representative” the downsampled atlas is over the overall population, we performed an analysis that
involved mapping the remaining, non-subsampled cells onto the integrated global human fetal cell
atlases, which were composed of the downsampled organ datasets at varying target sample sizes. Using
the transfer learning approach from scArches®®, query cells were mapped onto the scVl-integrated
representative atlases. Notably, fine-tuning of the reference integration was disabled to ensure that
performance in query mapping is a direct reflection of the integrated reference.

In treating a non-subsampled cell as a query and the scVI-integrated atlas as the reference, the average
neighbor cosine distance (k = 8) of the query cell to reference cells of matching cell type was computed
following mapping with scArches. Averaged by cell type, a lower neighbor distance suggests a more
representative reference atlas, whereas a higher average neighbor distance indicates poor representation
of the complete dataset in terms of cell type structure. Data corresponding to each subsampling approach
were fitted with a LOESS curve and plotted as a function of the proportion that the global atlas was
downsampled. AUC values summarized the subsampling approaches with respect to the log-transformed
proportion that the complete atlas was downsampled from.

Methods 3: Mouse prenatal atlas analysis of developmental hierarchy

Methods 3.1: Mouse prenatal atlas data acquisition. The raw count information for the mouse prenatal
developmental atlas was obtained from the Chan-Zuckerberg CELLXGENE census
(https://cellxgene.cziscience.com/collections/45d5d2c3-bc28-4814-aed6-0bb6f0e11¢82). Captured with
sci-rna-seq3 technology, Qiu et al. (2024) profiled the transcriptomic profile of over 12 million nuclei
(11,441,407 after processing) from 83 embryos spanning late gastrulation to birth. In this paper, we utilized
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the Theiler stage annotations (12-27), which grouped each embryo into coarse development stages
based on morphological and anatomical features.

Methods 3.2: Mouse prenatal atlas preprocessing by Theiler stage. Theiler stage datasets were
processed independently using a standard single-cell analysis pipeline in Scanpy. Datasets were initially
filtered to only include cells with at least 100 expressed genes and only genes with at least 3 cells.
Features were filtered to include “protein_coding”, “lincRNA”, and “pseudogene”. A total of 11,441,407
cells remained following processing. Cells were then normalized and log-transformed using default
parameters, and HVGs were annotated with default parameters. Each developmental stage dataset was
then subjected to principal component analysis (PCA) with 100 principal components, followed by
computing the KNN graph (k = 50) using the cosine distance metric, and UMAP with a min dist of 1
and a spread of 3.

Methods 3.3: Theiler-stage MILK subsampling. MILK was applied on the principal components for
each Theiler stage dataset with cosine distance as the comparison metric and a threshold fixed to the 0.1
percentile. The upper limit cache size and merging threshold (for aggregation across partitions through
an additional stratification process) were set to 50000 cells. The remaining parameters were kept as
default.

The number of cells in the Theiler development stage datasets varied between 46,253 and 2,092,526
cells after processing. Representative subsamples were obtained via label-balanced subsampling (see
Methods 2.5.2) using cell type information (“author_cell_type” variable provided in the original
publication'®) from each Theiler stage MILK tree according to three target sample sizes (10000, 30000,
and 100000 cells per Theiler stage dataset).

Methods 3.4: Global mouse developmental MILK tree reconstruction. Preliminary analyses
qualitatively indicated a minor degree of batch effect across embryos in the Theiler stage datasets
(Supplementary Fig. 3.1). However, the apparent embryo-specific batch effects were confounded by
developmental time. Therefore, to preserve as much biological signal as possible, we did not perform
batch correction, and the downsampled Theiler stage datasets were concatenated to form the global
atlas. This decision was also based on literature evidence that the experimental results utilizing sci-rna-
seq3 technology were accompanied by minimal batch effects®'°.

Following concatenation of MILK-derived subsamples across developmental stages to form a balanced
prenatal mouse developmental atlas in terms of cell type abundance and Theiler stage representation
across development, we applied MILK a second time (same parameterization as Methods 3.3) to capture
the hierarchical organization of the population.

The MILK tree reconstructed over the representative atlas of mouse prenatal development was visualized
using a scalable, force-directed network layout (sfdp layout in the graph_tool Python library). Inferred
using a repulsive force parameter set to 100, nodes were colored by Theiler stage or cell type annotations,
with node size corresponding to group size and edges denoting grouping dynamics across MILK
recursions.
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Methods 3.5: Comparison with trajectory inference methods. To test whether MILK trees were
consistent with established trajectory inference methods, we compared their respective trajectory
measures to changes in development stages for sampled pairs of individual cells. Specifically, for the
global atlas derived from downsampled Theiler stage datasets (target sample size of 30,000 cells), the
developmental progression between a pair of cells was defined as the absolute difference in Theiler
stages. The underlying hypothesis was that sampled pairs of cells sharing more similar transcriptomic
profiles would, broadly speaking, be found closer in Theiler stages. Trajectory inference measures derived
from the MILK tree, Diffusion Pseudotime (DPT), and WaddingtonOT (WOT) were assessed on the
representative mouse atlas in terms of their ability to capture general trends in the context of a complex,
large-scale developmental atlas of transcriptomic information.

Methods 3.5.1: MILK tree distance between cell pairs. For a pair of randomly sampled cells, the tree
distance with respect to their corresponding leaves in the MILK tree was computed, where the recursive
iterations in the MILK process were converted into tree unit branch length (=1) depths. For degenerate
branches, or nodes with a singular child, the depth of the path was assigned as its largest depth at which
it is degenerate, which corresponds to the earliest iteration at which the grouping event occurred. The
tree distance of cell pairs was scalably computed by identifying the most recent common ancestor
(MRCA) for the leaves corresponding to sampled cell pairs and then adding the absolute change in depths
from the MRCA to each leaf. MILK tree distances were computed for 100,000 pairs of randomly sampled
cells with no constraints on the cell pairs that were considered.

Methods 3.5.2: Diffusion Pseudotime within major cell groups. Pseudotime values were computed
between pairs of cells within the same major cell groups. Briefly, a source cell was randomly selected in

each major cell group, after which a diffusion-based pseudotime method was applied to infer the
progression of remaining cells in that major group with respect to the source cell. Specifically, a diffusion
map with 100 components was initially constructed, such that pseudotime values correspond to geodesic
distances along the graph®. The pseudotime values of cell pairs consisted of the source cell to all other
cells in the same major group and were compared against the developmental progression.

The cell populations included in this atlas span complex trajectories across developmental time, resulting
in disconnected subgraphs that introduce ambiguity when comparing non-local pseudotime values. As
such, cell pair comparisons were constrained to be within the same major cell groups, given that they
each formed continuous trajectories spanning multiple Theiler stages. In addition to investigating the
relationship between Theiler stage changes and pseudotime values, its relationship to MILK tree was also
directly evaluated. Specifically, the Pearson correlation coefficient was computed between the
pseudotime values and three different measures derived from the MILK tree for cell pairs: (i) recursive
iteration of the MRCA,; (ii) clade size of the MRCA,; and, (iii) the percentile-based threshold of the MRCA.

Methods 3.5.3: WaddingtonOT transport mass across Theiler stages. Lastly, we performed an optimal
transport analysis over developmental stages with WOT using the following setup: Theiler development

stage was provided for the cell days argument, cell growth rates were inferred from a time-
course of induced pluripotent stem cells provided in the “‘wot tutorial”
(https://broadinstitute.qgithub.io/wot/tutorial/), and growth iters was set to 3. Given this configuration,
temporal couplings were inferred between cell pairs of adjacent time points with optimal transport. The
resulting transport maps represent a probabilistic relationship describing the “descendent”, or transport
mass, of a given cell at t; to each cell in tit1.

After inferring the transport maps for each developmental stage transition, all cell pairings across different
Theiler stages were exhaustively assessed, in which the long-range temporal coupling was calculated by
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multiplication of transport value matrices. While this inference task could only be applied to cells from
different developmental stages, its explicit use of development stage information makes it a powerful
baseline.

Methods 3.5.4: Rank-binned comparison of developmental trajectory metrics. To compare the general
trends of the three trajectory measures to the developmental progression for pairs of cells, MILK tree

distance, pseudotime, and WOT values were independently ranked and then binned (n = 1000 bins), from
which the average difference in Theiler stages was computed per bin. For consistent comparison, the
transport mass values derived from WOT were ranked in the reverse order, such that similar cells
correspond to smaller inverted transport values (positive relationship). The binned average
developmental progression values for each trajectory inference method were plotted as a function of the
bin ranking, and each method was fitted with a LOESS curve.

Methods 3.6: PAGA connectivity comparison with MILK clades. Partition-based graph abstraction
(PAGA) is a method that aims to reconcile the continuous patterns in single-cell gene expression with the
discretized structures of clusters of cells®?. By specifying cell type groups to be treated as partitions, it
estimates the connectivity across these partitions as interpretable abstractions, such that cell types
sharing many transcriptional patterns will have higher connectivity scores than pairs of cell types with
dissimilar expression profiles. PAGA was run with default parameters using cell type labels as groups,
which outputs an adjacency matrix with values between 0 and 1 (1 indicating a “strong” connection)
denoting the connectivity strength between cell types.

To evaluate MILK trees against the PAGA connectivity matrices, each internal node was decomposed into
a cell type composition vector, where the count of each cell type among leaves was divided by the clade
size. These clade-specific cell type frequencies were then compared to the PAGA matrix using a basic
quadratic form equation as follows:

Agreement score = x'Cx

Where x refers to the vector of cell type proportions for a given clade in the MILK tree and C is the
connectivity matrix derived from PAGA. Agreement scores were interpreted as the concordance between
the relative cell type proportions captured by each clade in the MILK tree and the global connectivity of
cell types. By evaluating agreement across all clades in the tree, this analysis provides a comprehensive
summary of how well the MILK hierarchy captures the diverse cell type relationships.

The complete MILK trees corresponding to all Theiler stages were evaluated, as well as the global
representative atlases of prenatal mouse development that were constructed according to target sample
sizes of 10000, 30000, and 100000 cells per Theiler stage. The results were compared alongside a shuffle
control, in which cell type labels were shuffled among leaf cells in the MILK trees.

Methods 3.7: Curated mouse developmental cell type graph preprocessing. A graph of cell type
relationships spanning the prenatal mouse developmental atlas was proposed in the original publication™.
While most cell types in the expression data could be uniquely mapped to a cell type in the proposed
graph, the following cell types were manually mapped to their closest analog based on developmental
time point:
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Table 1. Cell type label mappings for consistency in downstream analyses.

Cell type labels in the dataset Cell type labels in the proposed cell type graph
Mast cells (P2rx7+) Mast cells

Border-associated macrophages (Cd74+) Border-associated macrophages

Lateral plate and intermediate mesoderm Lateral plate mesoderm

Spinal cord dorsal progenitors Spinal cord dorsal progenitors (after E13.0)

Spinal cord ventral progenitors Spinal cord ventral progenitors (after E13.0)

Glutamatergic neurons Di/mesencephalon glutamatergic neurons or
Glutamatergic neurons (after E13.0)

GABAergic neurons Di/mesencephalon GABAergic neurons or

'GABAergic neurons (after E13.0)

Notably, the proposed cell type graph was not strictly a directed acyclic graph (DAG), due to the presence
of multiple root nodes, which resulted in some internal nodes having multiple parents. To simplify
downstream analyses, a DAG was extracted from each root node, only retaining nodes with paths
connecting to the respective root. Each DAG could then be independently traversed.

Methods 3.8: Asymmetric weighted Jaccard comparison with the developmental cell type graph.
The global atlas MILK tree derived from downsampled Theiler stage datasets (target size of 30,000 cells)
was compared to the “ground truth” tree of cell type relationships proposed in the original publication (see
Methods 3.7). To compare the single-cell MILK tree to the ground truth, an asymmetric weighted Jaccard
index was applied. Specifically, each clade in the MILK tree was decomposed into a cell type vector,
where clade-specific cell types were divided by their total counts in the complete dataset. This vector of
relative cell type proportions was then utilized as weights for the weighted Jaccard calculations against
all clades in the ground truth cell type tree. The maximum weighted Jaccard index of each MILK clade
against all ground truth clades was taken as that clade’s agreement with the ground truth tree. All cell
type weights in the ground truth tree were set to 1 to reflect the relative proportions of cell types captured
by the single-cell MILK tree to the aggregate-level cell type relationships.

In this weighted Jaccard analysis, the numerator corresponds to the intersection of cell types captured by
both clades (MILK tree and ground truth), with values set as the minimum cell type weights between the
two clades, or effectively the relative proportions of the MILK clade. The denominator represents the union
of cell types captured in both clades, with the maximum cell type weights between the MILK clade and
ground truth clade. The weighted Jaccard indexes for each clade were then normalized by the
corresponding average weighted Jaccard indices across 10 shuffle control replicates to obtain a fold
change. These fold-change values were plotted as a function of clade size to assess agreement between
the MILK tree and ground truth.

Methods 3.9: Cell type-specific branching depth in the developmental MILK tree. To test whether
cell type subpopulations exhibit localization bias in the MILK tree topology, the weighted average tree
depth of each cell type was calculated.

chadeET(depth(Clade) "Pclade (Ct))
chadeeT Pciade (Ct)
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Parsing all internal nodes in the MILK tree, clade € T, the clade-specific counts for each cell type were
divided by the total cell type counts to obtain the relative proportion of each cell type captured in each
clade, which is denoted as p.44.(ct), Where ct corresponds to the cell type of interest. For cell types with
a relative proportion of at least 0.1, the tree depth (unit branch length) of viable clades and the
corresponding relative proportion values were stored in a list. The average tree depth weighted by the
relative proportion in a given clade was then computed for each cell type.

The weighted average tree depth of each cell type was compared against the average development stage
of each cell type in terms of a weighted Pearson correlation (weights corresponding to the total number
of cells of that cell type in each Theiler stage). Similarly, weighted average tree depth values were
aggregated and plotted per major cell clusters to assess higher-level trends of biological information
embedded in the MILK tree topology.

Methods 4: CELLXGENE Census embedding benchmarks

Methods 4.1: CELLXGENE Census data, metadata and model embeddings. The complete CZ
CELLxGENE Discover census (version: 2024-07-01, organism: “homo_sapiens”) of scRNA-seq data was
downloaded in batches (batch size of 100,000 cells) using the SOMA (“Stack Of Matrices, Annotated”)
schema (https://chanzuckerberg.qgithub.io/cellxgene-census/). Downloaded as anndata objects, these
datasets provided the raw gene expression counts and standardized metadata information for
approximately 71 million cells, which were independently annotated by the submitting authors of each
dataset.

Additionally, the latent representations for scVI (100 dimensions), Geneformer (512 dimensions), and
scGPT (512 dimensions) of the CELLXGENE census were downloaded. Briefly, scVI is a variational
autoencoder that models gene expression to approximate the zero-inflated negative binomial distributions
that underlie the observed values. Originally developed for dataset-specific integration, this probabilistic
approach has displayed strong performance across data integration benchmarking analyses®'*.
However, the abundance of single-cell RNA seq data has recently led to the emergence of data-driven,
transformer-based model architectures such as Geneformer and scGPT. Geneformer is a context-aware,
attention-based model that features a normalized rank-scoring representation of gene expression to
prioritize genes that distinguish unique cellular states®®. In contrast, the scGPT model employs stacked
transformer layers with multi-head attention that bins gene expression counts to jointly optimize cell and
gene representations®. Trained on large corpora of scRNA-seq data, Geneformer and scGPT models
have shown promise in learning generalizable representations of transcriptomic profiles that can be fine-
tuned to perform various downstream analysis tasks.

Provided the single-cell latent embeddings derived from the CELLXGENE census-trained scVI,
Geneformer, and scGPT models, we identified the task of data integration as a point of intersection of
their capabilities. We reasoned that MILK can facilitate a comprehensive but tractable analysis to assess
how well the models can capture information in massive single-cell resources of scRNA-seq data. While
the scVI model learns fewer parameters and its latent embeddings consist of fewer dimensions compared
to the transformer model architectures under test, we hypothesized that its stronger inductive bias in
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modelling observed gene expression values from a statistical probability distribution may compensate for
its reduced model complexity.

Only primary data were considered to avoid duplicate cells present across multiple datasets (e.g., meta-
analyses). This resulted in the census containing 44,265,932 cells. An overview of the metadata variables
in the CELLXGENE census indicated 369 scRNA-seq datasets, 24 assays (i.e., sequencing technologies),
678 cell types, 176 developmental stages, 108 disease contexts, 3 sex categories (male, female, and
unknown), 2 suspension types (cell versus nucleus), 264 tissues, and 55 general tissues. For downstream
analyses, cell type and disease annotations provided by submitting authors were utilized as biologically
meaningful groups for downstream analyses. A minimum cell count cutoff of 50 was applied to the paired
cell type—disease groupings. Cells were filtered if no cell type annotations were provided.

Methods 4.2: MILK construction and representative subsampling of Census embeddings. MILK
was applied to the single-cell latent embeddings derived from scVI, Geneformer, and scGPT using a
similarity threshold fixed to the 0.01 percentile. The upper limit cache size was set to 50,000 cells. The
partition size, merging threshold, and upper limit cache size were set to 10,000 cells. MILK was applied
with Euclidean and cosine distance metrics.

Representative subsamples of the CELLXGENE census were extracted from the resulting MILK trees
according to varying sizes (target sample size: 10000, 30000, 100000, 300000, and 1000000 cells) using
the following metadata labels (label-balanced subsampling as described in Methods 2.5): “cell_type”,
“tissue_general”, “cell_type-disease” (paired by concatenating cell type and disease labels per cell), and
“tissue_general-disease” (paired). MILK was then reapplied using identical parameterization to obtain a

class-balanced hierarchy of the CELLXGENE census.

Random subsampling baselines were also generated according to the varying target sample sizes and
metadata information.

Methods 4.3: UMAP visualization of representative Census embeddings. Following extraction of
representative subsamples, the latent embeddings derived from the scVI, Geneformer, and scGPT
models were qualitatively assessed based on their UMAP embeddings. In particular, a KNN graph (k =
50) was constructed over the single-cell latent embeddings and the corresponding distance metric that
was used to reconstruct the MILK tree (Euclidean and cosine distance). The UMAP coordinates were
then obtained with a min dist value of 1.0 and a spread of 4.0. Point size was used to denote the
group size of each subsampled cell.

In addition, the UMAP coordinates for the unintegrated transcriptomic profiles were computed by
normalizing (scanpy.pp.normalize total) and log1p-transforming (scanpy.pp.loglp) the raw
expression counts of cells. HVGs (scanpy.pp.highly variable genes) were identified and then
PCA was applied (scanpy.pp.pca) with 100 components. On the PCA embeddings, a KNN graph was
constructed and used to obtain the UMAP coordinates using the same parameterization as mentioned
above.

Methods 4.4: Metadata label coverage across Census MILK recursion. For cell type, dataset ID,
development stage, disease, general tissue, and tissue metadata variables, label coverage was
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calculated as the proportion of their respective diversity captured among representative cells for each
recursive iteration of MILK on the complete CELLXGENE census. This label coverage was calculated on
the latent embeddings derived from each model and was plotted as a function of the number of groups,
or representatives, per MILK iteration.

Methods 4.5: Augmented subsample information from downstream clade coverage. During the
subsampling process from MILK trees, selection of internal nodes (representatives) provides a structured
approach to retain information for the corresponding leaf cells that were not explicitly included in the
subsample. For each subsample, its retention of cells explicitly selected or indirectly linked to a
representative was quantified by taking the total sum of clade sizes in the subsample divided by the total
number of cells in the CELLXGENE census (44,265,933 cells). The degree of dataset coverage was
visualized for different metadata labels used during subsampling and across target sample sizes. The
resulting information retention values pertaining to Euclidean distance MILK trees across models were
visualized alongside random subsampling baselines, in which only information from subsampled cells
were available.

Information from the associated leaf cells was incorporated as weights for downstream analyses involving
the representative subsamples. In particular, the clade size corresponding to each subsampled cell was
included as a weight for downstream label-based analyses (e.g., cell type counts). These weighted
subsamples, referred to as “augmented”, represent a non-disruptive approach to retain information
content as compared to the explicit pseudobulking of expression counts (see Methods 2.6), which
systematically change the scale of the transcriptomic readout.

Methods 4.6: Cluster-based benchmark of Census-trained embedding integration. To
comprehensively compare models in terms of their integrated latent embeddings of the global census, a
benchmarking analysis was performed using the Leiden clustering algorithm. Metadata variables included
in the CELLXGENE census were manually categorized into biological (dataset ID, donor ID, cell class,
cell subclass, cell type, development stage, disease, organ, system, tissue, and general tissue) or batch
(assay and suspension type) variables. The rationale for categorizing dataset ID and donor ID as
biological variables was based on the observation that individual scRNA-seq datasets tended to preserve
context-specific transcriptomic profiling more as the number of datasets and donors increased.

The CZI CELLXGENE ontology guide (https://github.com/chanzuckerberg/cellxgene-ontology-quide) was
used to derive cell class and cell subclass information from each cell type, as well as organ and system
labels for each tissue. Representative subsamples derived across all target sample sizes were clustered
according to varying Leiden clustering resolutions (2° to 2'° in exponential steps of 1), and the ARI was
assessed with respect to each biological and batch metadata variable.

In addition to ARI, we assessed adjusted mutual information (AMI) and homogeneity scores of metadata
labels across representative subsamples. Unlike ARI, which focuses on pairwise agreement between cell
assignments to clusters, AMI is an entropy-based measure of how well clusters preserve the overall
information structure of the metadata variables. Homogeneity is a measure of how specific clusters are
to the metadata groups. Both AMI and homogeneity are scored from [0,1], where O indicates poor
concordance, and 1 denotes high concordance between metadata variables and clusters.
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To normalize biological variables to account for batch-related signal, a composite batch score was
computed across batch variables according to the geometric mean (or arithmetic mean of log-transformed
values) to avoid underflow:

f(a) = exp(%E Ina;)
i=1

Where a corresponds to the ARI values for each batch variable. The benchmarking score for each
biological variable was then normalized by taking the product of the biological score and the complement
of the composite batch score per Leiden clustering resolution.

The ARI, AMI, and homogeneity scores were plotted across all Leiden clustering resolutions for MILK and
random subsamples. An additional augmented subsample group was included for MILK-derived samples,
in which label counts were weighted according to the clade size of each subsampled cell (see Methods
4.5). An ANOVA test was applied (aov function in the stats R package) for each ARI, AMI, and
homogeneity benchmarking metric to assess the overall interaction of model and subsampling approach
on the corresponding benchmarking scores. Subsequently, the Geneformer, scGPT, and scVI models
were compared via paired t-test with Bonferroni correction (subsampling approach as the pairing
variable), which were calculated using the pairwise t test function in the rstatix® package. Similarly,
subsampling approaches were compared with unpaired t-tests with Bonferroni correction. These latter
comparisons were unpaired due to the fact that underlying cell subsets were distinct.

For each biological metadata variable, the Leiden clustering resolution that maximized batch-adjusted
benchmarking scores was selected. The optimized label scores were then compiled to form a composite
score using the geometric mean, which enabled model evaluation according to target sample size, data
integration (versus unintegrated control), pairwise comparison metric (Euclidean and cosine), metadata
labels used during the subsampling process, between “augmented” versus “original” subsample
information content, compared to random subsampling baselines.

Notably, independent optimization of clustering resolution per metadata label maximizes performance per
variable, but it comes at the expense of extensive parameter tuning and limitation in cross-interpretability
between variables optimized at different clustering resolutions. The inability to jointly capture metadata
variables in a shared optimal space is a limitation that can be attributed to the reliance on unstructured
data encodings, which becomes increasingly problematic as the complexity and scale of datasets
increase.

Methods 4.7: Information gain benchmark of Census MILK tree topology. Using the MILK tree
topologies corresponding to each representative subsample, an entropy-based analysis was performed
across metadata variables. Only subsamples derived according to a target sample size of 1 million cells
and Euclidean pairwise metric were considered. Specifically, information gain (IG) was computed for each
internal node in the MILK tree by subtracting the Shannon entropy of the parent clade from the conditional
entropy of the children's clades, where the condition is the branching event in the MILK tree. This can be
described as follows:

size(subclade)

—— X H(subclade
subclade € clade Slze(dade) ( )

IG(clade) = H(clade) — 2
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Where H() corresponds to the Shannon entropy of the metadata labels of the leaf cells captured by the
clade of interest. The IG value for each clade was then normalized by the IG score of a shuffle control in
which MILK tree labels were shuffled among leaf cells.

MILK tree (T')’'s summary scores were then obtained by taking the weighted average normalized |G score
with clade size weights, as this ensures equal weighting of IG scores at each level in the tree. Note that
clade size refers to the number of leaf cells associated with the internal node. This can be formally defined
by the following equation:

chadeET(IGnorm (Clade) ) Size(dade))
Y cladeer Size(clade)

IG score(T) =

In addition, the AUC scores of normalized |G scores were calculated as a function of log-transformed
clade sizes to obtain MILK tree summary scores.

IG-based analysis of MILK tree topologies was used to compare different models across biological
variables, information content of subsampled cells (augmented versus original), and label information
utilized during the subsampling process. In particular, this analysis was used to assess the overall flow of
information explained by the tree topology, providing a more holistic and interpretable measure between
variables of interest with no parameter optimization.

Methods 5: Disease-context analysis in CELLXGENE Census MILK hierarchies

Methods 5.1: Disease-context visualization of the Geneformer MILK tree. The MILK tree derived
from Geneformer latent embeddings at a target sample size of 1 million cells, Euclidean distance, and
augmented subsample information content was visualized as a network using the sfdp layout in the
graph_tool Python library. Nodes were colored according to disease context labels, with dark gray
representing “normal” context and colors denoting different disease contexts. Node size in the resulting
network was proportional to clade size.

Methods 5.2: Cell type—disease dysregulation and locality metrics. To explore cell type and disease-
specific associations captured by the single-cell MILK tree, a concatenated group label was formed for
each cell according to the combination of cell type and disease context metadata information (i.e., “group”,
referred to as ctd, can be a cell type—disease pairing such as “B cell | COVID-19”).

Methods 5.2.1: MILK dysrequlation coefficient. A dysregulation coefficient (D) was calculated for
combinations of cell type and disease labels (ctd) in the representative MILK tree (T) of the global
CELLxGENE census. Specifically, for a given cell type and disease pairing (i.e., group), the count of group
labels captured by the leaves associated with each clade was divided by the respective total number of
group labels to obtain a relative proportion (p.tq)- Subsequently, dysregulation of a specific cell type was
defined as the weighted average of the absolute differences in proportions for normal and disease labels
across all clades in the tree, using clade size as weights. This is shown by the following equation:
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chadeET(lpctdi - pctdjl - size(clade))

chadeET size (Clade)

D(Ctdi, Ctdj) =

In this equation, a high dysregulation coefficient corresponds to greater separation in the MILK tree
topology for the cell type in a specific disease context relative to its normal context. As such, a
dysregulation coefficient of 1 indicates that the cell type exhibits clear separation in the MILK tree topology
for a specific disease context compared to its “normal” state, whereas a coefficient of 0 indicates no
discernible separation. Notably, this perturbation coefficient does not depend on the concentration of each
subpopulation in the tree topology.

Methods 5.2.2: Cell type—disease locality score. Additionally, the locality of the cell type—disease group
was computed as the weighted average clade size, using the relative proportion of the group of interest
captured per clade as weights. This can be represented by the following equation:

chadeET (size (Clade) ' pctd))

locality(ctd) = P
cladee ct

Here, the cell type—disease proportion captured by a given clade can be calculated by dividing the count
of cell type—disease labels among leaf cells downstream of the clade by the total number of labels in the
dataset. This provides an approximate, or characteristic, clade size value required to robustly capture the
cell type—disease grouping within the global MILK tree. A locality of 1 indicates that cells in the group of
interest are randomly spread throughout the tree topology and can only be sufficiently captured by the
root of the tree. Small locality values indicate that the cells belonging to the group of interest exhibit
minimal spread in the tree topology and can be robustly captured by smaller clade sizes.

Methods 5.3: Thresholded dysregulation hits and model overlap. Following the quantification of
dysregulation coefficients for each cell type—disease pairing in the subsampled MILK trees, binarized
dysregulation hits were defined according to different thresholds ranging from 0 to 1 (step size: 0.01).
This enabled a systematic comparison of dysregulation hits across models for (augmented) subsamples.
The overlap in dysregulation hits across the three models was also characterized across thresholds,
stratifying hits based on their intersection across all three models, at least two models, or uniquely by
their respective model.

Methods 5.4: Differential expression analysis of disease-context cell types. We next investigated
whether the disease-mediated dysregulation coefficients per cell type were reflected in the underlying
gene expression data. Specifically, each cell type in a specific disease context was evaluated relative to
its normal context in terms of its dysregulation coefficient in the MILK tree and the number of differentially
expressed genes in the underlying transcriptomic profiles.

For this analysis, we utilized the raw, unintegrated gene expression counts of protein-coding genes. To
identify protein-coding genes from the 60350 dimensions included in the standardized CELLXGENE
census, we first mapped the Ensembl gene IDs to the corresponding gene “short names” via the mygene?*
Python package (e.g., “‘ENSG00000000003” could be mapped to tetraspanin 6, or TSPANG). Inclusion of
only features that could be mapped to a known Ensembl gene and characterized as “protein-coding”
filtered the dimensionality from 60530 to 19417 genes. The raw counts were then normalized and
subjected to log1p transformation.
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For each cell type, a DEG analysis was performed for each disease label with respect to its “normal” or
“healthy” context using the scanpy.tl.rank genes groups (method = “t-test”’). A minimum cutoff
requiring at least 50 cells per cell type—disease (or normal) group was applied. The resulting DEG analysis
returned a t-test statistic score, log fold-change, and an adjusted P value for every statistically significant
gene in the cell type and disease pairing.

The Pearson correlation between MILK tree dysregulation coefficients and the log-transformed number
of DEGs was computed. These relationships were assessed in aggregate per cell type and disease by
taking the average of respective metrics.

Methods 5.5: Global-versus-tissue dysregulation concordance. Given that associations between
cells in the unified contextualization could arise from non-biological factors including batch effect or
technical artefacts, we sought to validate whether global dysregulation hits successfully captured tissue
context-specific hits. Specifically, 54 general tissue subsets were extracted from the complete
CELLXGENE census and MILK was applied to the latent embeddings of each model using the same
parameterization as Methods 4.2. Representative subsamples were then extracted from the MILK trees
with label-balanced subsampling using paired cell type—disease label information according to a target
sample size of 1 million cells. If a general tissue subset had fewer cells than the target size, the complete
dataset was sampled. Dysregulation coefficients were independently calculated for each tissue subset,
and the hits identified across thresholds were treated as “ground truth”, or context-specific hits.

In parallel, we evaluated a Leiden clustering-based strategy of identifying dysregulation hits between
global and tissue subsets obtained using MILK. Leiden clustering resolution was optimized across a range
of values based on a composite ARI score defined as the geometric mean across ARI scores of all
biological variables and the complement of ARI scores for batch variables (see Methods 4.6). A disease-
associated dysregulation coefficient was then calculated for each cell type by dividing the count of normal
and disease-context cells in disjoint clusters by the total count of normal and disease cells for the cell type
of interest. The Leiden clustering resolution that maximized the composite ARI score was used for each
tissue dataset. This coefficient is based on the rationale that if a given cell type’s gene expression profile
is altered in the context of a given disease, then its cells will be more likely to localize in different Leiden
clusters than in its normal state.

To compare Geneformer, scGPT, and scVI models, as well as MILK (original and augmented) against
Leiden-based dysregulation scoring methods, the Spearman correlation of dysregulation coefficients
between shared cell type—disease groups was evaluated for each tissue MILK tree and the global MILK
tree. The dysregulation hits identified across thresholds for each MILK tree were further quantified in
terms of hits only observed in the global context, only in tissue context, or those shared in both global and
tissue contexts. The AUC of dysregulation hits as a function of the total number of hits (union of hits
between tissue and global datasets) was calculated using the MESS®' package in R.

Methods 5.6: Clade-level transcriptomic analysis of representative dysregulation cases. Following
calculation of dysregulation coefficients across all cell type—disease groups in the Geneformer-based
MILK tree (target size of 1 million cells, cell type—disease label-balanced subsampling, with augmented
subsampling information content), we selected three groups spanning the range of dysregulation scores:
fibroblasts in Plasmodium malariae malaria disease context (high), neurons in Alzheimer’s disease
context (intermediate), and medium spiny neurons in opiate dependence context (low). For each group,
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we identified the smallest MILK clade(s) capturing a majority of the cell type population in normal and
disease contexts. The high-dysregulation case resulted in identification of two fibroblast MILK clades (one
for normal context and one for disease context), while a single MILK clade captured both normal and
disease contexts for the intermediate and low dysregulation cases.

For all cell type—disease groups captured by the MILK clades containing at least 100 cells, we computed
an aggregate transcriptomic profile analysis from processed (non-integrated) gene expression counts by
averaging expression across all genes per group. We then calculated the pairwise Pearson correlation of
group profiles. Hierarchical clustering was then applied to identify clusters of distinct subpopulations
captured by the MILK clades, which revealed the contextual shift MILK clades capture as a cell type
moves from normal to disease state.

Finally, we used volcano plots to identify differentially expressed genes between normal and disease
contexts, defining significance as an absolute log-fold change greater than or equal to 1 as well as an
adjusted P value less than or equal to 0.01.

Methods 5.7: Pairwise association matrix of cell type—disease groups. To summarize group
associations captured by the single-cell MILK tree, a pairwise matrix capturing the co-localization of
groups in the MILK tree topology was computed. The relative proportion (p) and purity (purity) values of
all group labels were initially computed across all clades. Relative proportion values per group label and
clade were defined in Methods 5.2.1. Purity for a given clade and group label of interest can be defined
as the count of group labels in the downstream leaves of the clade divided by the total number of leaves
in the clade (clade size).

A pairwise association matrix of group labels was then defined as the weighted average clade size
required to robustly capture both group subpopulations in the MILK tree:

chadeET(Size (Clade) ! (purityclade (Ctdi: Ctdj) "Pclade (Ctdi' Ctdj)))
chadeET(purityclade (Ctdir Ctdj) "Pclade (Ctd, Ctdj))

association(ctdi, ctdj) =

For a given pair of groups, (ctdl-, ctdj), only clades that captured both group subpopulations according to
a relative proportion threshold of at least 0.25 were considered. This threshold was applied to filter noise
and focus on clades capturing sufficient proportions of both subpopulations. A weighted average clade
size was then computed over these clades, where the weight corresponded to the product of the joint
relative proportion (clade-specific relative proportion of each group) multiplied and the joint purity value
(clade-specific purity of each group).

The resulting matrix was scaled (min-max scaling) and diagonals were set to 0. Smaller scaled clade
sizes (e.g., 0) correspond to stronger associations in the global MILK topology, whereas larger clade sizes
(e.g., 1) denote weaker global associations. Unweighted Pair Group Method with Arithmetic mean
(UPGMA) hierarchical clustering was applied to the pairwise cell type—disease association matrix, and
clusters of higher-level group labels were identified based on the tree depth in the hierarchical tree.
Disease ontology labels that mapped the specific diseases to standardized disease classes were
obtained from a large-language model (ChatGPT, OpenAl). These tree depth-based clusters aggregated
by cell class and disease class were subjected to the Sinkhorn-Knopp matrix scaling prior to visualization.
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Methods 5.8: Depth-dependent dispersion of cell type—disease association clusters. Given the
depth-based clusters derived from the UPGMA tree of the cell type—disease groups, we initially
characterized how dispersed cell types were across clustering depths. In particular, the total number of
clusters each cell type occurred in across all disease contexts was calculated across depths. The total
number of clusters (cluster dispersion) was also divided by the total number of disease contexts it was
captured in to obtain a normalized fraction of cell type dispersion. The AUC values were calculated
(numpy . trapz function in Python) over the normalized cluster dispersion scores as a function of UPGMA
tree depth to summarize cell type dispersion in the MILK tree.

Next, for each cell type, we assessed whether its disease-context label diverged from its normal context
label across UPGMA tree depth clusters. At each depth, we identified the cluster containing the cell type’s
normal-context group and computed the fraction of that cell type’s disease-context groups located in
different clusters. This provides a depth-dependent score of the dysregulated fraction for each cell type
in the pairwise cell type—disease co-localization matrix derived from the MILK tree. Dysregulation fractions
were independently averaged across cell types within each cell subclass (higher-level classification) and
tissue, at each depth. The resulting cell type dysregulation fractions per cell subclass and tissue were
ranked by the earliest tree depth at which mean dysregulation reached 1 (i.e., full divergence from normal
across all disease contexts).

Methods 5.9: Disease association network from shared cell type dysregulation. From the disease-
mediated cell type dysregulation coefficients derived from the MILK tree topology, we constructed a
disease-disease association matrix. Specifically, for a pair of diseases, we computed the Pearson
correlation between dysregulation magnitudes across their shared cell types. Only diseases sharing at
least two cell types were compared. While such correlations are inherently biased by the availability of
data for cell type and disease combinations, we hypothesized that they could still provide meaningful
insights into the coordination of disease perturbations of cell states represented in the CELLXGENE
census.

Pairs of diseases exhibiting strong correlation of dysregulation coefficients (Pearson correlation greater
than or equal to 0.5) were used to define edge associations. The resulting network was visualized using
the arf layout (d = 100, max iter = 5000) in the graph tool Python library. Node colors
corresponded to the disease class labels, and boundaries for these higher-level classifications were
manually annotated.

Methods 5.10: Context-agnostic cell type association network and GSEA. Given the aggregated
pairwise association matrix between paired cell type and disease labels derived from the global MILK tree
(outlined in Methods 5.6), we also extracted a network of cell type-cell type associations. The association
between a pair of cell types was defined as the median normalized clade size value of a pair of cell types
regardless of different contexts. To focus on the strongest pairwise associations across the 630 cell types,
we applied a threshold to select only the 1% percentile of normalized clade size values (corresponding to
a normalized clade size of 0.1040), which resulted in a cell type adjacency matrix containing 1831 edges.

Leiden clustering was applied to this binarized adjacency matrix using the leidenalg implementation in
Python, with a resolution parameter of 1.0 and the “RBConfigurationVertexPartition” partition type. This
resulted in 13 Leiden clusters with at least two cell types. This network of these cell type associations was
visualized using the arf layout (d = 100, max iter =5000) in the graph_tool Python library.
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A gene set enrichment analysis (GSEA) was performed for the 13 Leiden clusters. The raw gene
expression data was processed as described in Methods 5.4, and mitochondrial (“MT-*) and ribosomal
(“RPS” and “RPL”) transcripts were filtered. DEGs were identified in the clusters using the
scanpy.tl.rank gene groups function based on the Wilcoxon rank-sum method. The resulting
genes were then ranked (ties randomly decided) by their differential expression score and used as input
for the GSEA using the MSigDB Hallmark 2020 database®® provided in the GSEApy Python library®. This
analysis was performed with 1000 permutations, and gene sets were retained if they exhibited a false
discovery rate (FDR) g-value < 0.01 and a positive normalized enrichment score. The top GSEA terms
for each cluster was manually annotated on the resulting cell type association networks.

Methods 5.11: Normal-context cell type label coherence and refinement candidates. To focus solely
on the robustness of cell type labels to potentially identify candidate labels for refinement, we extracted
the MILK subtree corresponding to cells captured in normal contexts (i.e., excluding cells in any disease
states). Disease-context cells were excluded due to the potential confounding effects of cell perturbation
in calculating MILK tree co-localization at the cell type level. We conducted a purity analysis per cell type,
where for each clade in the normal-context MILK tree, the cell type purity scores were individually
calculated (see Methods 5.7) and summarized as the AUC as a function of the log-transformed clade
size. This provided an overall distribution of whether cell types exhibited relatively concentrated or
dispersed localization in the normal-context MILK tree, which could be used to identify isolated candidate
labels for refinement.

We extended this analysis by computing the joint purity scores of all cell type pairs across all clades in
the normal-context MILK tree. Specifically, joint purity was defined as the product of cell type purity scores
per clade, and overall co-localization scores between cell types were defined as the weighted average of
joint purity scores, using clade size as weights. This identified cell type pairs that co-localized across
clades in the MILK tree that could potentially indicate mixed cell subpopulations that could benefit from
data-driven label refinement. HDBSCAN clustering was applied to the joint purity matrix of cell types, and
clusters comprised of at least 2 cell types were identified. We hypothesize that such clusters of co-
localized purity scores could be explained by a continuum of cell states defined by shared transcriptional
programs or as potential candidates for cell type annotation refinement using the MILK tree structure.

Methods 5.12: Disease-context distinctness relative to normal cellular state space. We next
assessed whether cell type—disease groups occupied distinct regions in the MILK tree, or whether the
altered cell state exists in the space defined by normal-context cells pooled across all cell types. For each
clade in the MILK tree, we computed the difference in purity value (see Methods 5.7) of each cell type—
disease group minus the purity value of the pooled normal-context population (i.e., normal-context cells
from all cell types, treated as a single reference group). We then computed the weighted average of these
per-clade differences in purity scores across all clades in the tree, using clade size as weights, to obtain
a purity distinctness score for each cell type—disease group. Positive values indicate that the group
occupies relatively distinct clades in the MILK tree, whereas negative values indicate that most of the
group’s tree localization is encompassed by the pooled normal-context reference cell space. We further
stratified the overall distribution of cell type—disease purity distinctness scores at the cell type- and
disease-level, identifying metadata features associated with more distinct cellular states.
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Methods 6: Cross-species MILK analysis of cell type and species organization

Methods 6.1: Cross-species UCE atlas data acquisition. The Universal Cell Embedding (UCE)
foundation model was used to create an Integrated Mega-scale Atlas (IMA) of single-cell embeddings.
Comprised of transcriptomic profiles from approximately 36 million cells across 8 species, it enabled a
comprehensive analysis of cell state and tissue information in the context of a unified embedding. The
scientific names for the included species are as follows: human (Homo sapiens), mouse (Mus musculus),
mouse lemur (Microcebus murinus), zebrafish (Danio rerio), pig (Sus scrofa), rhesus macaque (Macaca
mulatta), crab-eating macaque (Macaca fascicularis), and western-clawed frog (Xenopus tropicalis).

A representative subsample of the IMA corpus provided in the preprint was obtained
(https://drive.google.com/drive/folders/1f63fhOykgEhCrkd EVvlootBw7LYDVI7). The downloaded
dataset included the latent embeddings (1280 dimensions) for 2,969,114 cells. In addition, cell type,
coarse cell type, tissue, dataset ID, and species metadata label information were provided.

Methods 6.2: MILK construction and subsampling of UCE embeddings. MILK was applied to the
latent embeddings of the representative IMA dataset with the following parameterization: Euclidean
distance as the pairwise metric, a similarity threshold set to the 0.01 percentile, a merge threshold of
50000, a partition size of 10000, and a cache size limit of 10000 cells.

Computationally tractable subsamples (target sample sizes: 100000, 300000, and 1000000 cells) were
then extracted from the MILK tree using cell type-species, coarse cell type-species, and tissue-species
paired metadata label information. A MILK tree was then reconstructed using the same parameterization
over the tractable subsamples of the IMA corpus.

Methods 6.3: Collapsed visualization of the cross-species MILK tree. To visualize the distribution of
coarse cell type and species labels in the resulting MILK tree, the single-cell hierarchy was collapsed via
a clade pruning strategy based on the relative label abundances. For each clade, a sorted list of relative
proportions of coarse cell type—species labels was initially calculated, from which a dominance ratio was
defined by dividing the highest enrichment value by the second-highest enrichment value. If this ratio was
greater than a threshold (parameter set to infinity, or a pure clade), the clade was pruned (collapse all
downstream information into the current node) and defined as enriched for the top label. If the ratio was
not met, then the process would be recursively applied to its subclades. Additionally, if the highest
enrichment value fell below a cutoff threshold (parameter set to 0.10), then that path was pruned from the
tree due to no significant label enrichment. This collapsing procedure was performed in a breadth-first
traversal of the single-cell MILK trees to obtain a collapsed tree enriched for coarse cell type—species
labels. The collapsed tree was then visualized using the circular dendrogram layout provided by igraph®
and ggraph R packages.

Methods 6.4: Reference species phylogeny from NCBI Taxonomy. The phyloT software®
(https://phylot.biobyte.de/) was used to obtain the phylogenetic tree corresponding to the 8 species
included in the IMA corpus. The scientific names (Macaca mulatta, Macaca fascicularis, Homo sapiens,
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Microcebus murinus, Mus musculus, Sus scrofa, Xenopus tropicalis, and Danio rerio) were provided as
NCBI tree elements, and the evolutionary tree was generated based on the NCBI Taxonomy database®
(https://www.ncbi.nlm.nih.gov/quide/taxonomy/).

Methods 6.5: Cell type—species capture-scale analysis. To investigate the relationship between cell
type and species signal in the global hierarchy, the weighted average clade size (S) required to robustly
capture each label group was computed. Specifically, for a given label (1) and threshold (t) combination
(0 to 1 in steps of 0.01), the weighted average sizes of clades required to capture the label in the MILK
topology were computed.

chadeET(Size (Clade) " PUrityciade (l))
chadeET purityclade (l)

Si(t) =

According to the label-capture threshold, all clades capturing at least that relative proportion (Methods
5.2.1) of the label of interest were identified, and the purity (see Methods 5.7) of the label within the clade
was utilized as weights. This process was performed across thresholds for all coarse cell type—species
(paired) groups. The characteristic clade sizes to robustly capture the coarse cell type—species
populations as a function of label capture threshold were plotted per cell type, with a curve denoting each
species. These values were further summarized by computing the AUC values of clade sizes as a function
of threshold.

Methods 6.6: Information gain analysis of cell type and species signals. |G scores were calculated
for each clade in the MILK tree (target sample size of 1 million cells) for the following metadata label
combinations: coarse cell type, species, and coarse cell type—species (paired). The resulting values were
normalized by subtracting the |G scores per observed clade from the |G values for corresponding controls
with shuffled metadata labels (n = 3). Following normalization, a cumulative distribution function (CDF)
curve was calculated using the mean normalized |G scores at each observed clade size as a function of
the log-transformed clade size for each label. The resulting CDF characterizes whether informative signal
for a given metadata label concentrates in small clades or large clades.

A central question given the unified MILK hierarchy comprised of multiple species was whether its
hierarchical structure organizes cells primarily by cell type, species, or some mixture of both. To address
this, we quantified cell type versus species signal dominance across the MILK tree using the normalized
IG values per clade. Given the clade-specific normalized |G scores, we next stratified |G scores according
to cell type-specific regions in the MILK tree. Similar to Methods 6.5, for each coarse cell type—species
group of interest, we performed a threshold sweep (0 to 1, in steps of 0.01) to select clades in which the
group’s relative proportion (see Methods 5.2.1) met or exceeded the threshold. Among the clades
meeting each threshold, we computed a weighted average normalized IG score independently for cell
type and species labels, using the group’s clade purity values (see Methods 5.7) as weights. This yielded,
for each group, a weighted average |G curve for both labels as a function of threshold.

We then computed the AUC of each curve, producing a cell type-specific and species-specific AUC value
for each cell type—species group. AUC values were marginalized by averaging across species within each
cell type, resulting in cell type-specific AUC scores for both cell type and species labels. Comparing these
two scores allows classification of each cell type as predominantly cell type-associated or species-
associated in its MILK clade organization. Notably, because this analysis is restricted to clades enriched
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for the cell type of interest, the comparison indicates only the relative degree of cell type versus species
organization within the local regions capturing that cell type, and thus cannot establish global signal
dominance across the full MILK tree.

Methods 6.7: Phylogenetic concordance of cell type-specific species trees. The MILK tree obtained
with a target sample size of 1 million cells was utilized to test the agreement between cell type-specific
species relationships and the evolutionary tree. Specifically, the MILK tree was aggregated into a pairwise
association matrix of cell type—species groups, as described in Methods 5.7.

Following extraction of the pairwise association matrix per cell type, the UPGMA algorithm was applied
to obtain the tree structure of the available species relationships. This step was performed using the
upgma function in the phangorn R package®. The UPGMA reconstructed species tree was subsequently
compared against the evolutionary tree via a normalized triplet distance score using the
TripletDistance function in the Quartet R package®'. This evaluation method exhaustively samples
all possible triplets of species subtrees in the UPGMA tree and evolutionary tree and then scores the
fraction of subtree topology matches over the total number of subtree topologies. The resulting
complement of the triplets’ distance was taken (i.e., 1 — normalized triplets distance value) to obtain a
score where 1 corresponds to perfect agreement, and 0 denotes complete disagreement.

A bootstrapping confidence score was also provided for each cell type agreement score. Specifically, 100
orthogonal partitions of each coarse cell type—species subpopulation were extracted from the MILK tree.
On each bootstrap replicate, a pairwise association matrix of cell type—species groups was calculated
(see Methods 5.7), after which, for each cell type subtree, the Spearman correlation was computed over
the non-diagonal species relationships between the bootstrap and the complete pairwise association
matrix. The average Spearman correlation across 100 bootstrap replicates defined the overall bootstrap
score.

94


https://doi.org/10.64898/2026.08.31.747971
http://creativecommons.org/licenses/by/4.0/

2532

2533
2534
2535
2536
2537
2538
2539
2540
2541
2542
2543
2544
2545
2546
2547
2548
2549
2550
2551
2552
2553
2554
2555
2556
2557
2558
2559
2560
2561
2562
2563
2564
2565
2566
2567
2568
2569
2570
2571
2572
2573
2574
2575
2576

bioRxiv preprint doi: https://doi.org/10.64898/2026.08.31.747971; this version posted September 4, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made

available under a CC-BY 4.0 International license.

REFERENCES

1.

2.

®

10.

11.

12.

13.

14.

15.

16.

17.

18.

19.

20.

21.

22.

Macosko, E. Z. et al. Highly parallel genome-wide expression profiling of individual cells using
nanoliter droplets. Cell 161, 1202—1214 (2015).

Cao, J. et al. Comprehensive single-cell transcriptional profiling of a multicellular organism. Science
357, 661-667 (2017).

Janesick, A. et al. High resolution mapping of the tumor microenvironment using integrated single-
cell, spatial and in situ analysis. Nat. Commun. 14, 8353 (2023).

Chen, X. et al. A brain cell atlas integrating single-cell transcriptomes across human brain regions.
Nat. Med. 30, 2679-2691 (2024).

Tabula Muris Consortium. A single-cell transcriptomic atlas characterizes ageing tissues in the
mouse. Nature 583, 590-595 (2020).

Hoadley, K. A. et al. Cell-of-origin patterns dominate the molecular classification of 10,000 tumors
from 33 types of cancer. Cell 173, 291-304.e6 (2018).

CZI Cell Science Program et al. CZ CELLXGENE Discover: a single-cell data platform for scalable
exploration, analysis and modeling of aggregated data. Nucleic Acids Res. 53, D886-D900 (2025).
Regev, A. et al. The Human Cell Atlas. Elife 6, (2017).

Youngblut, N. D. et al. scBaseCount: an Al agent-curated, uniformly processed, and continually
expanding single cell data repository. bioRxiv (2025) doi:10.1101/2025.02.27.640494.

Rouleau, M. CZI Launches Billion Cells Project With 10x Genomics and Ultima Genomics To
Advance Al in Biology. Chan Zuckerberg Initiative https://chanzuckerberg.com/newsroom/billion-
cells-project-launches-advance-ai-biology/ (2025).

Hemberg, M. et al. Insights, opportunities, and challenges provided by large cell atlases. Genome
Biol. 26, 358 (2025).

Hwang, B., Lee, J. H. & Bang, D. Single-cell RNA sequencing technologies and bioinformatics
pipelines. Exp. Mol. Med. 50, 1-14 (2018).

Luecken, M. D. & Theis, F. J. Current best practices in single-cell RNA-seq analysis: a tutorial. Mol.
Syst. Biol. 15, e8746 (2019).

Moro, G., Brunner, E. & Basler, K. A practical guide to targeted single-cell RNA sequencing
technologies. Commun. Biol. 9, 250 (2026).

Elowitz, M. B., Levine, A. J., Siggia, E. D. & Swain, P. S. Stochastic gene expression in a single cell.
Science 297, 1183-1186 (2002).

Golding, I., Paulsson, J., Zawilski, S. M. & Cox, E. C. Real-time kinetics of gene activity in individual
bacteria. Cell 123, 1025-1036 (2005).

Raj, A., Peskin, C. S., Tranchina, D., Vargas, D. Y. & Tyagi, S. Stochastic mRNA synthesis in
mammalian cells. PLoS Biol. 4, €309 (2006).

Zeisel, A. et al. Brain structure. Cell types in the mouse cortex and hippocampus revealed by single-
cell RNA-seq. Science 347, 1138-1142 (2015).

Qiu, C. et al. A single-cell time-lapse of mouse prenatal development from gastrula to birth. Nature
626, 1084—1093 (2024).

Saelens, W., Cannoodt, R., Todorov, H. & Saeys, Y. A comparison of single-cell trajectory inference
methods. Nat. Biotechnol. 37, 547-554 (2019).

Su, J. et al. Cell-cell communication: new insights and clinical implications. Signal Transduct. Target.
Ther. 9, 196 (2024).

Qu, Z., Garfinkel, A., Weiss, J. N. & Nivala, M. Multi-scale modeling in biology: how to bridge the
gaps between scales? Prog. Biophys. Mol. Biol. 107, 21-31 (2011).

95


https://doi.org/10.64898/2026.08.31.747971
http://creativecommons.org/licenses/by/4.0/

2577
2578
2579
2580
2581
2582
2583
2584
2585
2586
2587
2588
2589
2590
2591
2592
2593
2594
2595
2596
2597
2598
2599
2600
2601
2602
2603
2604
2605
2606
2607
2608
2609
2610
2611
2612
2613
2614
2615
2616
2617
2618
2619
2620
2621
2622

bioRxiv preprint doi: https://doi.org/10.64898/2026.08.31.747971; this version posted September 4, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made

23.

24.

25.

26.

27.

28.

29.

30.

31.

32.

33.

34.

35.

36.

37.

38.

39.

40.

41.

42.

43.
44,

45.

46.

available under a CC-BY 4.0 International license.

Dominguez Conde, C. et al. Cross-tissue immune cell analysis reveals tissue-specific features in
humans. Science 376, eabl5197 (2022).

Aibar, S. et al. SCENIC: single-cell regulatory network inference and clustering. Nat. Methods 14,
1083-1086 (2017).

Gmail, L. & Hinton, G. Visualizing Data using t-SNE Laurens van der Maaten. Preprint at
https://www.jmir.org/papers/volume9/vandermaaten08a/vandermaaten08a.pdf.

Mclnnes, L., Healy, J. & Melville, . UMAP: Uniform Manifold Approximation and Projection for
Dimension Reduction. arXiv [stat. ML] (2018) doi:10.48550/arXiv.1802.03426.

de Groot, D. H., Morillo Leonardo, S. X., Pachkov, M. & van Nimwegen, E. Bonsai reconstructs tree
representations for distortion-free visualization and exploration of high-dimensional data. Nat.
Biotechnol. (2026) doi:10.1038/s41587-026-03220-2.

Tung, P.-Y. et al. Batch effects and the effective design of single-cell gene expression studies. Sci.
Rep. 7, 39921 (2017).

Hicks, S. C., Townes, F. W., Teng, M. & Irizarry, R. A. Missing data and technical variability in single-
cell RNA-sequencing experiments. Biostatistics 19, 562-578 (2018).

Lahnemann, D. et al. Eleven grand challenges in single-cell data science. Genome Biol. 21, 31
(2020).

Luecken, M. D. et al. Benchmarking atlas-level data integration in single-cell genomics. Nat. Methods
19, 41-50 (2022).

Haghverdi, L., Lun, A. T. L., Morgan, M. D. & Marioni, J. C. Batch effects in single-cell RNA-
sequencing data are corrected by matching mutual nearest neighbors. Nat. Biotechnol. 36, 421-427
(2018).

Hie, B., Bryson, B. & Berger, B. Efficient integration of heterogeneous single-cell transcriptomes
using Scanorama. Nat. Biotechnol. 37, 685-691 (2019).

Lopez, R., Regier, J., Cole, M. B., Jordan, M. |. & Yosef, N. Deep generative modeling for single-cell
transcriptomics. Nat. Methods 15, 1053—-1058 (2018).

Lotfollahi, M. et al. Mapping single-cell data to reference atlases by transfer learning. Nat. Biotechnol.
40, 121-130 (2022).

Theodoris, C. V. et al. Transfer learning enables predictions in network biology. Nature 618, 616—
624 (2023).

Cui, H. et al. scGPT: toward building a foundation model for single-cell multi-omics using generative
Al. Nat. Methods 21, 1470-1480 (2024).

Pearce, J. D. et al. A cross-species generative cell atlas across 1.5 billion years of evolution: The
TranscriptFormer single-cell model. bioRxiv (2025) doi:10.1101/2025.04.25.650731.

Heumos, L. et al. Best practices for single-cell analysis across modalities. Nat. Rev. Genet. 24, 550—
572 (2023).

Cao, J. et al. A human cell atlas of fetal gene expression. Science 370, eaba7721 (2020).

Guo, F. et al. Foundation models in bioinformatics. Natl. Sci. Rev. 12, nwaf028 (2025).

Rood, J. E. et al. The Human Cell Atlas from a cell census to a unified foundation model. Nature 637,
1065-1071 (2025).

Bommasani, R. et al. On the opportunities and risks of foundation models. arXiv [cs.LG] (2021).
Cottier, B. et al. The rising costs of training frontier Al models. arXiv [cs.CY] (2024)
doi:10.48550/arXiv.2405.21015.

Konno, N. et al. Deep distributed computing to reconstruct extremely large lineage trees. Nat.
Biotechnol. 40, 566-575 (2022).

LeCun, Y. & Cortes, C. The MNIST database of handwritten digits. (1998).

96


https://doi.org/10.64898/2026.08.31.747971
http://creativecommons.org/licenses/by/4.0/

2623
2624
2625
2626
2627
2628
2629
2630
2631
2632
2633
2634
2635
2636
2637
2638
2639
2640
2641
2642
2643
2644
2645
2646
2647
2648
2649
2650
2651
2652
2653
2654
2655
2656
2657
2658
2659
2660
2661
2662
2663
2664
2665
2666
2667
2668
2669

bioRxiv preprint doi: https://doi.org/10.64898/2026.08.31.747971; this version posted September 4, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made

47.

48.

49.
50.

51.

52.

53.
54.

55.

56.

57.

58.

59.

60.

61.

62.

63.

64.

65.

66.

67.

68.

69.

70.

available under a CC-BY 4.0 International license.

Baran, Y. et al. MetaCell: analysis of single-cell RNA-seq data using K-nn graph partitions. Genome
Biol. 20, 206 (2019).

Muller-Dott, S. et al. Expanding the coverage of regulons from high-confidence prior knowledge for
accurate estimation of transcription factor activities. Nucleic Acids Res. 51, 10934—-10949 (2023).
Theiler, K. The House Mouse: Atlas of Embryonic Development. (Springer, Berlin, Germany, 1989).
Haghverdi, L., Buttner, M., Wolf, F. A., Buettner, F. & Theis, F. J. Diffusion pseudotime robustly
reconstructs lineage branching. Nat. Methods 13, 845-848 (2016).

Schiebinger, G. et al. Optimal-transport analysis of single-cell gene expression identifies
developmental trajectories in reprogramming. Cell 176, 1517 (2019).

Wolf, F. A. et al. PAGA: graph abstraction reconciles clustering with trajectory inference through a
topology preserving map of single cells. Genome Biol. 20, 59 (2019).

Rosen, Y. et al. Universal Cell Embeddings: A Foundation Model for Cell Biology. Cell Biology (2023).
Barabasi, A.-L. & Oltvai, Z. N. Network biology: understanding the cell’s functional organization. Nat.
Rev. Genet. 5, 101-113 (2004).

Unger Avila, P. et al. Gene regulatory networks in disease and ageing. Nat. Rev. Nephrol. 20, 616—
633 (2024).

Crowell, H. L. et al. Muscat detects subpopulation-specific state transitions from multi-sample multi-
condition single-cell transcriptomics data. Nat. Commun. 11, 6077 (2020).

Squair, J. W. et al. Confronting false discoveries in single-cell differential expression. Nat. Commun.
12, 5692 (2021).

Choi, J. et al. A time-resolved, multi-symbol molecular recorder via sequential genome editing.
Nature 608, 98—107 (2022).

Masuyama, N., Konno, N. & Yachie, N. Molecular recorders to track cellular events. Science 377,
469-470 (2022).

Yu, Q. et al. In vivo reconstruction of the cell lineage history of a developing mouse with DNA
Typewriter, from zygote to late organogenesis. bioRxivorg 2026.07.29.741625 (2026)
doi:10.64898/2026.07.29.741625.

Dixit, A. et al. Perturb-seq: Dissecting molecular circuits with scalable single-cell RNA profiling of
pooled genetic screens. Cell 167, 1853-1866.e17 (2016).

Adamson, B. et al. A multiplexed single-cell CRISPR screening platform enables systematic
dissection of the unfolded protein response. Cell 167, 1867-1882.e21 (2016).

Replogle, J. M. et al. Mapping information-rich genotype-phenotype landscapes with genome-scale
Perturb-seq. Cell 185, 2559-2575.e28 (2022).

Zhang, J. et al. Tahoe-100M: A Giga-scale single-cell perturbation atlas for context-dependent gene
function and cellular modeling. bioRxiv (2025) doi:10.1101/2025.02.20.639398.

Luebbert, L. et al. Detection of viral sequences at single-cell resolution identifies novel viruses
associated with host gene expression changes. Nat. Biotechnol. 44, 100-109 (2026).

Rood, J. E., Hupalowska, A. & Regev, A. Toward a foundation model of causal cell and tissue biology
with a Perturbation Cell and Tissue Atlas. Cell 187, 4520-4545 (2024).

Dutkowski, J. et al. A gene ontology inferred from molecular networks. Nat. Biotechnol. 31, 38—-45
(2013).

Kramer, M., Dutkowski, J., Yu, M., Bafna, V. & Ideker, T. Inferring gene ontologies from pairwise
similarity data. Bioinformatics 30, i34-42 (2014).

Li, W. & Godzik, A. Cd-hit: a fast program for clustering and comparing large sets of protein or
nucleotide sequences. Bioinformatics 22, 1658-1659 (2006).

Edgar, R. C. Search and clustering orders of magnitude faster than BLAST. Bioinformatics 26, 2460—
2461 (2010).

97


https://doi.org/10.64898/2026.08.31.747971
http://creativecommons.org/licenses/by/4.0/

2670
2671
2672
2673
2674
2675
2676
2677
2678
2679
2680
2681
2682
2683
2684
2685
2686
2687
2688
2689
2690
2691
2692
2693
2694
2695
2696
2697
2698
2699
2700
2701
2702
2703
2704
2705
2706
2707
2708
2709
2710
2711

bioRxiv preprint doi: https://doi.org/10.64898/2026.08.31.747971; this version posted September 4, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made

71.

72.

73.

74.

75.

76.

77.

78.

79.

80.

81.

82.

83.

84.

85.

86.

87.
88.

89.

90.
91.

available under a CC-BY 4.0 International license.

Steinegger, M. & Sading, J. Clustering huge protein sequence sets in linear time. Nat. Commun. 9,
(2018).

Pedregosa, F. et al. Scikit-learn: Machine Learning in Python. arXiv [cs.LG] (2012)
doi:10.48550/arXiv.1201.0490.

Pedersen, T. L. ggraph: An Implementation of Grammar of Graphics for Graphs and Networks.
https://ggraph.data-imaginist.com (2025).

Kozlov, A. M., Darriba, D., Flouri, T., Morel, B. & Stamatakis, A. RAXML-NG: a fast, scalable and
user-friendly tool for maximum likelihood phylogenetic inference. Bioinformatics 35, 4453—-4455
(2019).

Wolf, F. A., Angerer, P. & Theis, F. J. SCANPY: large-scale single-cell gene expression data analysis.
Genome Biol. 19, (2018).

Wolock, S. L., Lopez, R. & Klein, A. M. Scrublet: Computational identification of cell Doublets in
Single-cell transcriptomic data. Cell Syst. 8, 281-291.e9 (2019).

Peixoto, T. P. Descriptive vs. inferential community detection in networks: pitfalls, myths, and half-
truths. arXiv [physics.soc-ph] (2021) doi:10.48550/arXiv.2112.00183.

Maan, H. et al. Characterizing the impacts of dataset imbalance on single-cell data integration. Nat.
Biotechnol. 42, 1899—-1908 (2024).

Tirosh, |. et al. Dissecting the multicellular ecosystem of metastatic melanoma by single-cell RNA-
seq. Science 352, 189-196 (2016).

Wickham, H. Ggplot2: Elegant Graphics for Data Analysis. (Springer International Publishing, Cham,
Switzerland, 2016).

Ekstrem, C. T. MESS: Miscellaneous Esoteric Statistical Scripts. R package version 0.6.0.
https://github.com/ekstroem/mess (2025).

Virtanen, P. et al. SciPy 1.0: fundamental algorithms for scientific computing in Python. Nat. Methods
17, 261-272 (2020).

Kassambara, A. Rstatix: Pipe-Friendly = Framework for Basic  Statistical Tests.
https://rpkgs.datanovia.com/rstatix/ (2026).

Wu, C., Macleod, I. & Su, A. |. BioGPS and MyGene.info: organizing online, gene-centric information.
Nucleic Acids Res. 41, D561-5 (2013).

Liberzon, A. et al. The Molecular Signatures Database (MSigDB) hallmark gene set collection. Cell
Syst. 1, 417-425 (2015).

Fang, Z., Liu, X. & Peltz, G. GSEApy: a comprehensive package for performing gene set enrichment
analysis in Python. Bioinformatics 39, btac757 (2023).

Csardi, G. & Nepusz, T. The igraph software package for complex network research. 1695, (2006).

Letunic, I. & Bork, P. Interactive Tree Of Life (iTOL): an online tool for phylogenetic tree display and
annotation. Bioinformatics 23, 127-128 (2007).

Schoch, C. L. et al. NCBI Taxonomy: a comprehensive update on curation, resources and tools.
Database (Oxford) 2020, baaa062 (2020).

Schliep, K. P. phangorn: phylogenetic analysis in R. Bioinformatics 27, 592-593 (2011).

Smith, M. R. et al. Comparison of Phylogenetic Trees Using Quartet and Split Measures. (CRAN,
2026).

98


https://doi.org/10.64898/2026.08.31.747971
http://creativecommons.org/licenses/by/4.0/



